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Information Age


For the first time in history,






anyone from anywhere in the world can freely
express his/her views and opinions, and share
any information using social media platforms
recorded in digital forms!

This talk focuses on opinions
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“Opinions” are key influencers of our behaviors.
Our beliefs and perceptions of reality are
conditioned on how others see the world.
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Why opinions?


Whenever we need to make a decision, we
seek out the opinions of others. In the past,







Individuals: seek opinions from friends and family
Organizations: surveys, focus groups, polls

> 300 companies working on opinions: Google,
Microsoft, HP, Adobe, Bloomberg, …
With the social media, we may no longer need
the traditional methods.

Bing Liu
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Can we trust social media?


But, can we trust the opinions on the Web?




Positive opinions mean profits and fame for
businesses and individuals




it is very easy for people with hidden agendas or
malicious intentions to game the system.

This gives strong incentives for people to post fake
opinions.

Can you imagine if we don’t detect fake opinions.
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Reviews will be just junk!
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Opinion spamming
(Jindal and Liu, 2007, 2008)


Opinion spamming refers to people giving fake
or deceptive reviews/opinions, e.g.,






Write undeserving positive reviews for some target
entities in order to promote them.
Write unfair or malicious negative reviews for some
target entities in order to damage their reputations.

Writing fake reviews has become a business in
recent years,
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e.g., reputation management firms
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Fake Review Cases in the News
http://www.cs.uic.edu/~liub/FBS/fake-reviews.html

Bing Liu
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Problem is wide-spread

Bing Liu
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Spotting fake reviews

Bing Liu
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Is this review fake or not?
I want to make this review in order to comment on the excellent
service that my mother and I received on the Serenade of the
Seas, a cruise line for Royal Caribbean. There was a lot of
things to do in the morning and afternoon portion for the 7 days
that we were on the ship. We went to 6 different islands and saw
some amazing sites! It was definitely worth the effort of planning
beforehand. The dinner service was 5 star for sure. One of our
main waiters, Muhammad was one of the nicest people I have
ever met. However, I am not one for clubbing, drinking, or
gambling, so the nights were pretty slow for me because there
was not much else to do. Either than that, I recommend the
Serenade to anyone who is looking for excellent service,
excellent food, and a week full of amazing day-activities!
Bing Liu
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What about this?
The restaurant is located inside of a hotel, but do not let that
keep you from going! The main chef, Chef Chad, is absolutely
amazing! The other waiters and waitresses are very nice and
treat their guests very respectfully with their service (i.e.
napkins to match the clothing colors you are wearing). We
went to Aria twice in one weekend because the food was so
fantastic. There are so many wonderful Asian flavors. From
the plating of the food, to the unique food options, to the fresh
and amazing nan bread and the tandoori oven that you can
watch as the food is being cooked, all is spectacular. The
atmosphere and the space are great as well. I just wished we
lived closer and could dine there more frequently because it is
quite expensive.
Bing Liu
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One more?
Cameraworld is on my list of top photography/video equipment etailers. Their reps answer phones from early in the morning through late
at night. The service is also first rate and the staff there is
knowledgeable on the products they sell. Prices are competitive,
although not always the best, but they do price match should you find it
cheaper.
I have noticed that some of the products they carry, only a select few
that are rare, are not listed on the website even though Cameraworld
either stocks or is willing to get for you. This is only a minor
inconvenience, and isn't really a bother to me as I normally have other
questions that I can get answered when calling.
They also have a "Bonus Bucks" program in which online purchases
receive a percentage credit towards a future purchase. I have yet to
make a purchase online (always phoned in orders), so no experience
with the program.
Bing Liu
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Detecting fake reviews is challenging


Different from Web spam or email spam





For such spam, when you see it, you know it.





Web spam: link spam and content spam
Email spam: mostly commercial ads

Easy to find training data for model building
Easy to evaluate the resulting models

For fake reviews (opinion spam in general),
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when you see it, you don’t know it
very hard to evaluate!!!
12

Detecting fake review is hard (contd)


Fake reviews can only be completely and
reliably identified by their authors!



If one writes carefully, there is almost no way
to identify them by their content.
Logically impossible!
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I write a truthful 5-star review for a good hotel.
But I post the review to another hotel that I want
to promote.
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A Study of Amazon Reviews


June 2006 (we are crawling again)




5.8mil reviews, 1.2mil products and 2.1mil
reviewers.

A review has 8 parts
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<Product ID>
<Reviewer ID>
<Rating>
<Date>
<Review Title> <Review Body>
<Number of Helpful feedbacks> <Number of
Feedbacks>
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Log-log plot
(Jindal and Liu, 2008)

Fig.

Fig.
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1 reviews and reviewers

2 reviews and products

Fig.

3 reviews and feedbacks
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Star Ratings vs. Percent of Reviews

Bing Liu
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Type of data and clues


Review content:




Title and actual text content of review (public)

Meta-data about each reviewer:
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User-id (public)
Star rating (public)
Time when a review was posted (public)
Helpfulness votes (public)
Host IP address (private)
Geo-location of the reviewer (private)
Sequence of clicks at the review site (private)
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Type of data and clues (contd)


Product information







Product description (public)
When each product was sold (private)
Sales volume (private)
Sales rank (private)

Reviewer information



Profile (may not be trustworthy) (public/private)
All reviews he/she wrote (public)
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each review associated information
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Spam detection (Jindal and Liu 2008)




For fake reviews, manual labeling is extremely
hard, if not impossible.
Propose to use duplicate and near-duplicate
reviews as positive training data
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Same userid, same product
Different userid, same product
Same userid, different products
Different userid, different products

Fake
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Supervised model building


Logistic regression




Training: duplicates as spam reviews (positive)
and the rest as non-spam reviews (negative)

Use the follow features (clues)


Review centric features (content)




Reviewer centric features




About reviewers (different unusual behaviors)

Product centric features
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About reviews (contents (n-grams), ratings, etc)

Features about products reviewed (sale rank, etc)
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Predictive power of near-duplicates





Representative of all kinds of spam
Only 3% duplicates accidental
Duplicates as positive examples, rest of the reviews as
negative examples

–
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reasonable predictive power
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State-of-the-Art Supervised
Learning Approaches






AUC = 0.78 assuming duplicate reviews as
fake [Jindal & Liu, 2008]. Duplicate reviews
as fake is incomplete and a naïve assumption
F1 = 0.63 using manually labeled fake
reviews [Li et al., 2011]. Manual labeling of
fake reviews is unreliable.
Accuracy = 90% using n-grams on Amazon
Mechanical Turk (AMT) crowdsourced fake
reviews [Ott et al., 2011].
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N-gram Features on Yelp Fake
Reviews (Mukherjee et al. 2013)
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Why? Information theoretic analysis
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Word-wise difference (ΔKLWord) across top 200 words
1.
2.
Bing Liu

Turkers did not do a good job at Faking
Yelp Spammers are smart but overdid Faking!
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Using behavioral features

Classification results: behavioral (BF) and ngram features
Bing Liu
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Finding unexpected rules (Jindal, Liu, Lim 2010)


Data:





reviewer-id, brand-id, product-id, and a class.
Class = {positive, negative}

Mining: class association rule mining (Liu, Hsu
and Ma, 1998).




E.g.,

Reviewer=1, brand=1 -> positive

Finding unexpected rules and rule groups,
i.e., showing atypical behaviors.

Bing Liu
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Example unexpected rule group


For example, if a reviewer wrote all positive
reviews on products of a brand but all
negative reviews on a competing brand …

Rule0: Reviewer=1 -> positive (confid = 60%)
Rule1: Reviewer=1, brand=1 -> positive (confid=100%)
Rule2: Reviewer=1, brand=2 -> negative (confid=100%)

Bing Liu
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The example (cont.)

Bing Liu
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Confidence unexpectedness
Rule: reviewer=1, brand=1  positive [sup = 0.1, conf = 1]
 If we find that on average reviewers give
brand=1 only 20% positive reviews
(expectation), then reviewer=1 is quite
unexpected.
Cu (v jk  ci ) 
E (Pr(ci | v jk , v gh )) 
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Pr(ci | v jk )  E (Pr(ci | v jk ))
E (Pr(ci | v jk ))
Pr(ci | v jk ) Pr(ci | v gh )
m Pr(cr | v jk ) Pr(c r | v gh )

Pr(ci )r 1

Pr(cr )
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Support unexpectedness
Rule: reviewer-1, product-1 -> positive [supCount = 5]




Each reviewer should write only one review on
a product and give it a positive or negative
rating (expectation).
This unexpectedness can detect those
reviewers who review the same product
multiple times, which is unexpected.




These reviewers are likely to be spammers.

Can be defined probabilistically as well.

Bing Liu
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Detection using review graph
(Wang et al., 2011)


This study was based on a snapshot of all
reviews from resellerratings.com, which were
crawled on Oct. 6th, 2010.




343603 reviewers, 408470 reviews, 14561 store

Form a heterogeneous review graph with
three types of nodes,


reviewers, reviews and stores,
The graph captures their relationships and is used
to model spamming clues.

Bing Liu
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The Relationships


Three concepts were defined and computed,










trustiness of reviewers,
honesty of reviews, and
reliability of stores.

A reviewer is more trustworthy if he/she has
written more honest reviews
A store is more reliable if it has more positive
reviews from trustworthy reviewers
A review is more honest if it is supported by
many other honest reviews.

Bing Liu
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Definitions and equations


Trustiness of a reviewer r



Honesty of a review v



Reliability of store s

Bing Liu
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Detecting group spam (Mukherjee et al WWW-2012)




A group of people (could be a single person with
multiple ids) work together to promote a product
or to demote a product.
Such spam can be very damaging as




they can take total control of sentiment on a product

The algorithm has three steps
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Frequent pattern mining: find groups of people who
reviewed a number of products together.
A set of feature indicators are identified
Ranking is performed using a relational model
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Big John’s Profile

Bing Liu
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Cletus’ Profile

Bing Liu
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Jake’s Profile

Bing Liu
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ABC7 News story
“7NEWS discovered a chain of positive endorsements about a
group of six metro area businesses, ranging from auto care to
hair care.
We found more than 50 Google user accounts that only posted
reviews about the same businesses.
We checked the review histories for those Google usernames
and repeatedly found positive reviews written exclusively about
the same group of businesses: Gravina’s Windows and Siding,
the Floor Club, Brothers Plumbing and Heating, Pro Auto Care,
Molly Maid of Arvada and the Firehaus Salon.
Fifty-two of the 66 Google reviews posted about the Firehaus
Salon were traced to users who had only reviewed all or some of
the same group of businesses.”
Bing Liu
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Finding candidate groups


Frequent itemset mining





Frequent itemsets give us




Items → Reviewer-Ids (rids).
Transaction → set of rids for each product
“reviewer groups” that have reviewed multiple
products together

Our study was based on Amazon reviews of
manufactured products

Bing Liu
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A set of clues (or features)










Group Time Window (GTW)
Group Deviation (GD)
Group Content Similarity (GCS)
Group Member Content similarity (GMCS)
Group Early Time Frame (GETF)
Group Size Ratio (GSR)
Group Size (GS)
Group Support Count (GSUP)

Bing Liu

41

Model relations


Group Spam–Products Model




Member Spam–Product Model




This model captures the relationship among
groups and products they target.
This considers spam contributions of all group
members.

Group Spam–Member Spam Model


Bing Liu

The spamicity of a group is related to the
spamicity of its members and vice-versa
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Ranking algorithm
Algorithm: GSRank
Input: Weight matrices WPG, WMP, and WGM
Output: Ranked list of candidate spam groups
1. Initialize VG0 ← [0.5]|G| ; t←1;
2. Iterate:
i.
ii.
iii.
iv.

3

VP ← WPG VG(t-1) ; VM ← WMP VP ;
VG ← WGM VM ; VM ← WGMT VG ;
VP ← WMPT VM ; VG(t) ← WPGT VP ;
VG (t) ← VG(t) / || VG(t)||1 ;

until || VG(t) – VG(t-1) ||∞ < δ
Output the ranked list of groups, VG*

Bing Liu
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Identify multiple ids of the same author
(Qian and Liu, 2013)




Problem statement: Given a set of userids ID =
{id1, …, idn} and each idi has a set of documents
Di (e.g., reviews), we want to identify userids that
belong to the same physical author.
Main Challenge: Since some of the userids may
belong to the same authors, we cannot treat
each userid as a class for classification
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In that case, we will be classifying based on userids,
which won’t help us find authors with multiple userids.
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Learning in the similarity space




We learn in a similarity space (LSS) rather than in
the original document space.
Each document d is still a feature vector, but the
vector no longer represents d itself. It is a set of
similarities between d and a query q.

=>
=>
Bing Liu

q: 1:1 2:1 6:2
d1: 1:2 2:1 3:1
d2: 2:2 3:1 5:2
+1 1:0.50… // sim(q, d1), same author
-1 1:0.27 … //sim(q, d2), not same aut.
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Training









Each author’s documents are partitioned into
two sets: a query set Q and a sample set D.
Each doc in D or in Q is represented with a
document space vector.
A similarity vector sv (s-vector) is produced for
doc d  Di and q  Qj using sim(d, q).
Class: + if i = j; otherwise – (i ≠ j)
Run SVM

Bing Liu
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Testing




Given a set of documents from userid-1 and
a set of documents from userid-2
Using docs from one userid as Q and the
docs of the other userid as D.





Compute similarity vectors sv
Perform classification on sv

Aggregate the classification results to make
the final decision whether useid-1 and userid2 belong to the same author or not.

Bing Liu
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Summary




For many businesses, posting fake reviews
themselves or employing others to do it has
become a cheap way of marketing.
As social media is increasingly used for
decision making





Detecting fake reviews and opinions is critical.

Many companies are doing it
Current detection methods are still in their
infancy. More research is needed.

Bing Liu
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More details and references


Book:
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B. Liu. Sentiment Analysis
and Opinion Mining.
Morgan and Claypool
publishers. May, 2012.
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